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System Overview
1. The system is an RDF generation pipeline that produces TTL/Trig files and uploads them to a graph database.
2. The entry point is pipeline.py (or equivalent), located under code > RDF generation > pipeline SDK.
3. The pipeline orchestrates all other code and controls the full generation process.
4. There are currently four defined graphs; only the core graph is active. Kings Guide IVC and Lexicomp Pediatric are designed but not yet implemented due to licensing. Drug image is handled by a separate external process.

Prerequisites Before Running
1. Confirm Pujon has uploaded the Pell supplemental files to the SKG bucket and provided the file ID, English identifier, and Spanish identifier for each leaflet.
2. Confirm the three drug image process (run separately, owned by Drew's team) has completed if that data is needed.
3. Manually delete old output files from the output root folder.
4. Place the Pujon supplemental TTL file into the input directory.

Pipeline Configuration Parameters
1. skip_download: Set to yes only if tables have already been downloaded for the target version. Set to no to allow the pipeline to check and download missing tables (will not re-download existing files).
2. max_subjects_to_process_per_table: Set to 0 to process all rows. Set to a small number (e.g., 1-3) for development and troubleshooting only.
3. selecting_graphs: Specifies which graph(s) to generate. Currently only the core graph is active.

Pipeline Execution Steps (In Order)
1. Pre-validate the Pujon supplemental: confirms every leaflet referenced in the TTL file has a corresponding physical file in the SKG bucket.
2. Run the pipeline: downloads source tables as CSV (if not already present), then generates the initial raw TTL output file, appending each class's data as tables are processed.
3. Sort the raw TTL output file by subject/class to group all entries of the same class together.
4. Consolidate the sorted file: merges multiple blocks of the same subject into a single block with all predicates and objects listed once under it. Prefixes are prepended at this stage.
5. Post-validate the Pujon supplemental.
6. Run the class list check: visually confirm all expected classes are present in the consolidated output.
7. Run the counts validation: compares row counts per class between the consolidated TTL and the source database views to confirm nothing was dropped.
8. Run the date format check: flags any dates missing the required T separator (Oracle outputs a space; the RDF standard requires T).
9. Run the IRI syntax check: validates that no IRIs contain disallowed characters (e.g., underscores; composite keys use dashes instead).
10. Run the TTL syntax validator: checks for malformed triples. Note: the trig wrapper (the opening/closing graph block) will produce a false positive error here; this is a known limitation pending a proper trig-aware validator.
11. Manually review any validation failures and determine whether a re-run is needed based on what failed.
12. Manually upload the final consolidated Trig file to the Oracle RDF instance (MultimDB1, Oracle 23 AI / 26 AI). Notify Drew's team that the latest version is available for testing.

File Structure and Outputs
1. Input directory: holds downloaded CSV tables and the Pujon supplemental TTL.
2. Output directory: holds three sequential output files: (a) raw unsorted TTL, (b) sorted TTL, (c) consolidated Trig (the final deliverable).
3. The consolidated Trig file is the only file uploaded to the graph database.
4. Trig vs TTL: TTL is subject-predicate-object (triples). Trig adds a graph name, making it subject-predicate-object-graph (quads). The graph block wraps the entire TTL content.

Vault and Environment Setup
1. The local vault stores encrypted database passwords so credentials are never committed to the repo in plaintext.
2. A setup script (PowerShell for Windows, separate version for Mac) handles environment configuration interactively: sets paths, master password, and encryption key.
3. The master password is stored encrypted in the application's environment file; the decryption key is also stored in the environment file.
4. The vault setup must be completed on any new machine before the pipeline or validation scripts will connect to the database.
5. Mac setup has not been tested; expect possible path adjustments.

Known Issues and Technical Debt (Current State)
1. Validation scripts are not yet updated to use the new vault configuration; database connections in those scripts will fail until path and credential references are updated.
2. All pipeline steps (generation, sorting, consolidation, validation, upload) are currently separate scripts with no single orchestrating controller; consolidation into a unified module is a planned future improvement.
3. The TTL syntax validator fails on the trig wrapper; no trig-aware validator is currently in place.
4. All steps from delete through upload are currently manual; automation is the intended target state.
5. The three drug image graph and Lexicomp Pediatric graph are not generated by this pipeline and require separate coordination.
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